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1 Introduction

The internet has provided high speed digital communication to the masses with only a few understanding how it works.  The intent of this document is to remove the mystery of networking and provide the base knowledge necessary to begin development of a network enabled product.

2 Purpose

The purpose of this document is to provide a basic overview of network communications. Network communication will be presented from a protocol interaction as well as functional view point.  Specific details of protocol operation were omitted to simplify the analysis focusing instead on a conceptual point of view.  For a more in depth analysis see the bibliography for text specifically written to satisfy this requirement.
By the end of this document the reader should understand the process of network configuration, connection, and transfer of data.
3 A Brief History of the Internet

The internet was originally a network developed by a group of scientist as a means of sharing research data.  The groups name was ARPA (Advanced Research Project Agency) and their primary focus was supporting scientific development during the growing technology race in the early 1960’s.  The idea was simple; make research data available instantly between research locations.  The original 50Kbps line was installed between UCLA, Stanford, University Santa Barbara, and the University of Utah in 1969.  In the early 1970s Defense was added to the name making it DARPA.  By 1974 ARPANET had 62 nodes and was growing at a very rapid pace.  Though well thought out, the network was complex and difficult to manage.  In 1975 DARPA passed the management and operation of ARPANET to the DCA (Defense Communications Agency).  ARPANET still provided connectivity to a number of Universities.  Other Universities saw the immediate advantage of computer connectivity and began a project to develop their own network.  In 1979 the National Science Foundation developed a network to connect computer science departments not currently connected to the ARPANET.  This new network was called NSFNET.  NSFNET targeted non defense projects sharing data among the US Research community.  It shared the original ARPA sites with many more added to enable a larger pool of shared research.  This new network was developed as a backbone for a general purpose regional network.  By 1988 the NSFNET was upgraded by IBM, MCI, and Merit Networks and now served over 170 sites.  Merit was also given a contract to maintain the network.  From there, it grew dramatically more than doubling year on year.  In 1991, NSFNET was opened for commercial use, and by 1995 the internet was a complete commercial entity.   After becoming a fully commercial venture, companies like AT&T, Sprint and MCI invested heavily into the market leasing lines to support the business.  

4 Network Architecture
To fully understand the network and how works, it makes sense to explore the architecture.  A backbone can be viewed as a non stop high speed connection with a finite number of entry and exit points referred to as MAE (Metropolitan Access Exchanges).  This can be modeled a lot like a freeway, as it allows cars to travel long distances non stop.  Once off the freeway, a series of smaller roads are followed until the destination is reached.  On the information super highway, the freeways are running in excess of 10Gbps with each exit being a router.  These high speed connections use an Optical Channel protocol (OC) for the core, and Digital Signaling lines (DS or T1, T3) running progressively slower as the signal moves closer to the source or destination address.  As the data moves away from the source address toward the backbone, it is encapsulated into higher and higher speed protocols.  When encapsulated, the full IP packet is placed into the higher speed frame.  The destination address is determined through examining the IP address.  Each router maintains a table with routing information to get the data to the next address.  Using this process the routing system adds a new, next hop, address with each encapsulation.  The data may never even reach the backbone because the address is found to be local at some point.  When the address is found to be local, the route process is reversed; peeling back the added protocol layers until the destination address is reached.


[image: image2]
Figure 1.0 Internet Routing Scheme

5 Network Connection to the Web
Looking from the trunk out, a Metropolitan Access Exchange is used both as a backbone entry and exit point.  Each MAE provides a high data rate connection to a regional router and access to the Internet.  The MAE becomes a Network Access Point or NAP.  The NAP is where ISPs and direct customers get connected to the web, see Figure 1.0.  A connection to the ISP is referred to as a Point of Presence.  A point of presence connection can be made by telephone lines or a high-speed digital connection to the host.  At the lowest levels of this communication scheme is the Server.  Servers can fill many roles as they interact with the network.  Mail, news, and HTTP are examples of services provided by the network server.  Each of these services has a unique low level communication scheme optimized for its task.

5.1 The OSI Model
The communication scheme needs to be interoperable in order to create a competitive environment in which private companies can all drive new technologies into the market.  An OSI (Open Standard Interconnection) model is used as a guideline for communication responsibilities.  This guideline allows differing manufacturers to work together.

The Ethernet standard focuses on a 4 layer model, instead of the 7 layer model described in the OSI standard.  This was done after much discussion and was chosen for its efficient architecture (see figure 2.0). 

Application Layer: 

The highest layer is referred to as Process or Application layer.  This is not the application being run by the user; instead it is the connection the application uses to communicate with the network.  Communication with the network might be in the form of a web browser or an e-mail program.  This layer is nothing more than identifying destination address and opening a socket to pass data through.

Transport Layer:

The next layer down is the Transport layer.  This is the layer that begins the actual connection process with another computer.  The transport layer determines how the dtata will be shipped.  The protocol at this level forms the Transfer Control Protocol or TCP portion of the Stack.  Transfer control takes care of fragmenting and de-fragmenting the data to fit into the finite packet size of the IP datagram.  The TCP layer also ensures data arrives intact at the destination address through error detection and correction.  TCP also provides flow control to prevent buffer overruns.  UDP provides a similar function with the services greatly reduce.  UDP does not fragment or de-fragment data, it also provides no flow control.  UDP provides an advantage in that no connection negotiation is required, it has low overhead for low latency transactions, and it has broadcast capability.  Though UDP provides a checksum to ensure data is uncorrupted, it can be looked at like a post card.  You sent it but have no idea if it arrived unless the other side sends one back to you.
Network Layer:  

This layer is the IP layer.  It is the point an IP address is attached to the data.  The IP layer determines the path the data will take to get to the destination.  It provides additional support by assigning type of service (shortest route, fastest route…) and error detection.  This is covered in detail in the IP section of this manual.

Link Layer:

This layer is the data link layer including physical media translation.  This layer focuses on the electrical signaling necessary to connect to the physical wire.  This layer handles the actual electrical transfer of data.  The link layer only knows about one connection at the physical layer.  The IP layer address’ the routing of multiple hops as data is transferred across the network.  Each hop has a unique link layer transaction and is un aware of the previous or next hop.
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Figure 2.0 The OSI model as it applies to Ethernet
5.2 TCP/IP and UDP/IP Introduction
Two dominant protocols used to perform network command and data transfer are UDP and TCP.  Both of these protocols offer transport layer connectivity (described in detail in the OSI Implementation section of this document).  In principle, these protocols remove the need to understand the underlying details of data communications at the link layer.  Many decisions are made at the link layer that have nothing to do with the higher level application.  Both UDP and TCP offer a greatly simplified way to use network services.  The primary difference between UDP and TCP is the level of assurance that the data sent actually arrives at the given address.  

UDP (User Datagram Protocol) is a simple protocol used to transfer small packets of data or low level network commands.  UDP is a connectionless protocol.  It provides a good low latency broadcast or point to point solution for network services that do not require high reliability.  Lack of reliability is overcome through user or system implementation of UDP.  This allows a user to proprietarily implement a subset of the features found in other protocols like TCP.
TCP (Transfer Control Protocol) is a reliable connection oriented communication protocol.  This scheme provides full flow control through handshaking and error detection.  Unlike UDP, TCP detects and resends packets with no intervention from the user application.

More time and depth is spent on both UDP and TCP in later sections.  For now, it is enough to understand only the basics of these protocols.
5.3 OSI Implementation of TCP/IP

Before venturing into the definitions, it is important to understand the process of interaction between each OSI layer.  Each has a distinct purpose independent of the other. To follow the process of interaction it helps to follow the sequence of operations in a communication link, referencing to the model shown in figure 3.0.
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Figure 3.0 - 4 Layer Ethernet Protocol Stack

An application on a client PC that needs to communicate with an application on a remote host opens a TCP socket.  A handshaking process is used to open the connection before data is transferred.  Once a connection has been established, data passed into the TCP socket is placed into a TCP packet.  The data is analyzed and error detection is added as it is placed into the packet.  Operations like fragmenting the data and handshaking as each packet is passed through the stack ensure the data is transferred completely with no errors.  Once data has been transferred, the socket is closed.

This is in contrast to UDP which is a connectionless protocol with no handshaking.  Data is sent to the destination with no assurance of its arrival.  It’s a best effort protocol that eliminates the overhead of setting up a socket.  This has great value in small low latency transactions where the overhead becomes dominant in the overall transfer time.
From the application’s standpoint, the sequence is very straight forward.  From a network function and stack interoperation viewpoint much more is happening.  Once the data has been placed into a UDP or TCP packet for transfer, it is passed to the Network Layer.  The host IP address is then compared to the network mask to determine if it is local.  If it is found to be local, the packet will be sent directly to the host.  If it is not local, it will be transferred to the gateway for forwarding.  Though it looks like communication takes place IP address to IP address, this link is actually establish MAC ID to MAC ID.  A MAC ID provides a unique hard coded identification string that can be analyzed by the media access controller (MAC) requiring no interaction with the processor.  The ARP request includes the Destination IP address and originating MAC ID.  The host owning the IP address responds to the ARP with its destination MAC ID.  From this point forward all communication is performed with reference the MAC ID.  As a side note; to minimize ARP traffic an ARP table is maintained within the host.  This process is happening at the link layer.  To describe the link layer in detail is beyond the scope of this document.  At this time it is enough to know only what happens and the expected results.
The TCP packet is then placed into the payload of an IP packet.  The source and destination IP address’ are passed to the IP layer packet.  At this layer the type of service, packet length, and a checksum are added.  This check sum is in addition to the checksum generated by the TCP layer.  The IP frame is then passed through the physical layer driver placing the data into either a PPP or an Ethernet frame.  This frame has the MAC ID found earlier with the ARP as the destination ID.   Once the data has arrived at the destination, the IP packet is stripped out of the PPP/Ethernet frame.  The IP packet is then checked for errors, and the TCP packet removed and passed to the TCP level.  At the TCP level the data is checked for errors again, acknowledged, and re ordered.  The re-ordered data is then presented to the application at the receiving side of the connection.  
Each layer of the stack is unaware of the layer below it.  As shown in figure 4.0, each function interacts only with its counterpart on the other side of the connection.  This enables each layer to perform a discrete function of the overall data transfer operation.  As pieces of a puzzle fit together to form a picture, so does the stack as data is passed through many layers of abstraction moving over a network.

It’s important to note that any data lost at the Ethernet or IP layer will be recognized at the TCP level.  The source host watches for acknowledgements.  If it sees no acknowledgement for a packet it transmitted, the packet will be re-sent.  This makes data transfer very robust even though the network may have low reliability.  Each of these steps is covered in detail in its respective section of this document.
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Figure 4.0 Protocol Stack communication

5.4 Routing Basics
Once a TCP or UDP socket has been opened to pass data through, the network layer analyzes the destination address of the packet.  If the packet is on the local subnet, the data is transferred directly, point to point.  If the address is not on the local subnet (determined by the subnet mask), the data is forwarded to the default gateway.  The gateway analyzes the address and determines if it is routable (based on a set of pre defined rules).  If the IP address is routable it will continue to be forwarded all the way through the back bone until the data reaches its destination address.  Below are the addresses designated for local network use.  All other addresses are considered routable because they are connected directly to the internet.
10.0.0.0        -   10.255.255.255  (10/8 prefix)

172.16.0.0      -   172.31.255.255  (172.16/12 prefix)

192.168.0.0     -   192.168.255.255 (192.168/16 prefix)

The finite number of addresses listed above can be used by many networks at the same time.  A router enables the same address to be used simultaneously on different subnets with no identity conflicts.  By establishing rules for the router to follow, packets may be forwarded (routed) to a destination address not on the local subnet.  
The source IP address is changed to the router address eliminating any address contention on the next subnet.  This address conversion information is stored in the router look up table.  This allows the router to translate many addresses providing multiple data paths in and out of the local subnet.  This concept of converting an address as data is transferred is one of the principles behind networking.
5.5 Network Communication Formats
Ethernet communication on a basic level, takes place between a network host and client.  The client can establish a communication directly with the host or through a gateway to a host not on the local network.  A direct communication path is established host IP and port# to host IP and port#.  Ports allow a single IP address to establish multiple connections over the network.  Connections fit into one of three categories.

1) Broadcast – An IP address monitored by all hosts on a subnet.
2) Unicast – Single IP address to single host IP address connection.

Example of unicast would be a file transfer between 2 hosts.

3) Multicast – Single IP address to multiple IP addresses.


Example of multicast would be music found on line.
Host to host communication requires three steps; establish a connection, transmission data, and reception of data.  To understand the configuration settings of a network, it’s necessary to view the process of connecting to the network, and exchanging data between hosts.
5.6 Network Address Configuration
Before being recognized on the network, every host must understand the network configuration.  The network configuration includes IP addresses for DNS and DHCP Servers, the default gateway address, and the subnet host addresses.  By knowing the local subnet and network resource IP addresses, the host can interact with other hosts and use network resources to accomplish tasks.
A predefined start up sequence is used to ensure all devices receive and confirm network configuration correctly.  This process gives network connection a plug and play feel.  A network can be configured with IP addresses that are static, dynamic, or a mix of both.
5.6.1 STATIC

In a small unchanging network, it might make sense to have all host and resource IP addresses unchangeable, or STATIC.  This creates a very predictable environment with little configuration effort.  Using Static addressing, the host wakes up with a predefined understanding of its IP address and network resource locations.  This predefined and unchanging environment makes management of small networks more straight forward.
5.6.2 DHCP
Larger networks need to adapt to hosts connecting and disconnecting from the network constantly.  In this changing environment, static addressing schemes can be very difficult to manage.  A dynamic address allocation process allows each IP address to be temporarily assigned by the host.  The network can then re-use an address when the host is finished with it.  In addition to assigning the hosts IP address, this protocol also passes network configuration information to the host.  The central manager of this process is the Dynamic Host Protocol Configuration (DHCP) server.  The DHCP server keeps all hosts up to date with network changes through an address leasing and refresh process.  The IP address basically is loaned to the host for a defined amount of time.  If the time expires before a host requests a RENEW, the IP address is no longer valid and must be re requested by the host.  The host requests to RENEW or REBIND an existing address.  The server then responds with a new lease (which may or may not be the original address) and updated network configuration information.
Network configuration information distributed by the DHCP server includes:

DNS Server IP: The IP address of the Domain Name System Server.
Default Gateway: All communications not on the subnet and broadcast addresses are routed through a single address.

Subnet-mask: 
Used to identify which subnet they are on

Lease time: Client may request a specific duration or accept an assigned value in seconds

Max-lease time:  Client may only request up to this time value

ddns update style:  Identifies whether the DHCP server can update the host DNS IP address when ether a lease accept or release occurs.
5.6.2.1 DHCP transaction  
There are 3 types of Network Configuration:
1. Automatic allocation – Network administrator defines what address the DHCP server passes to each host.

2. Dynamic allocation – Addresses are doled out on a dynamic basis by the server.
3. Manual allocation – Address is hard coded into the host and passed to the server.
The sequence of events (1 and 2):

a) Host broadcasts a discover packet.
b) DHCP sends an offer of an address.
c) The host broadcasts a request for the server specified address.
d) DHCP server responds with an acknowledge and a lease duration for that address.
5.7 Network (Mask RFC 950)
Communication can be seen in two ways, point to point on the local network, or point to point through a router.  The local host uses a network mask to identify which datagrams are sent to a local host and which datagrams must be forwarded through the default gateway.  The gateway has a pre defined set of rules to determine what to do with the packet.  If it has no rule in place for handling the packet, it is discarded and an error message is sent back to the originating address stating the message was undeliverable.
To determine if a destination IP address is local (on the same subnet), a logical AND process is used on the destination address.  Figure 5.0 shows the logical AND process.  Note that a match is being looked for in all locations with a 1.  In effect, the addresses are logically AND’d then the resulting addresses are compared.  If they match the address is local to the host.  If the resulting addresses are different in any way, they do not reside on the same subnet, and the data must be forwarded to the gateway.  The zeros at the end of the mask are not examined since we are only identifying the address as local to our subnet.  The zeros actually identify the host ID within the subnet established by the mask.  When crossing through a gateway it is good to note that an ARP is for its MAC ID.  This is good to note because it shows that even through a gateway all communication is still established MAC ID to MAC ID.   
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Figure 5.0 Network Mask subnet identification
The purpose of subnet masking becomes clear when it is drawn out graphically as shown in figure 6.0.  As the network mask (Network ID) increases, the number of available host IDs decrease.  Increasing the Network ID size reduces collisions between hosts at the cost of limiting the number of host addresses available.
In many instances, each of the network configurations are referred to as a class of network, such as Class B (mask starting with 1-0-).  They have been developed as a guideline to bring uniformity to the internal architecture of small and large networks.  These are only guidelines and should not be looked at as a hard rule of address allocation.

	 
	Bits

	Class
	0
	1
	2
	3
	4
	5
	6
	7
	b8
	 
	 
	 
	 
	 
	 
	b15
	b16
	 
	 
	 
	 
	 
	 
	b23
	b24
	 
	 
	 
	 
	 
	 
	b31

	A
	0
	Network ID
	Host ID

	B
	1
	0
	Network ID
	Host ID

	C
	1
	1
	0
	Network ID
	Host ID

	D
	1
	1
	1
	0
	Multicast Group

	E
	1
	1
	1
	1
	0
	Reserved


Figure 6.0 Network ID and Host address classes
6 Definitions of Specific Protocol Operation
6.1 TCP – Transfer Control Protocol
Transfer Control Protocol provides high reliability by using a complex feature set.  These features include:

1. Breaking data into small datagram size pieces and re-sequencing them on the other end. 

2. Handshaking with acknowledge and time out retransmission.

3. Checksum for both header and data.

4. Re-sequencing of out of order packets.

5. Discard redundant packets.
6. Flow control to remove buffer over runs.
TCP is a connection based protocol used to reliably transfer data from one host to another.  As a connection based protocol, negotiating a connection is required before a data transfer can take place.  Once a connection has been established, data is parsed into smaller packet sizes which are assigned a sequence number.  Due to the unpredictable nature of the routing scheme, data packets may arrive out of order.  By analyzing the sequence number, the TCP stack is able to re-assemble the original message from the fragments.  Transfer reliability is ensured by using error detection and a hand shaking process.  As each segment of the data arrives it is sequenced and acknowledged.  This ensures all the data arrives and is intact.  

	Source Port
	Destination Port

	Sequence Number

	Ack Number

	Data Offset
	 -
	 -
	 -
	 -
	CWR
	ECNE
	URG
	ACK
	PSH
	RST
	SYN
	FIN
	Window

	Checksum
	Urgent Pointer

	Options (0 to 10 32 bits Words)

	TCP Payload


Figure 7.0 TCP packet fields
Example applications that use TCP include:

HTTP – Hyper Text Transfer Protocol

POP3 – Post Office Protocol

ICMP – Internet Control Message Protocol (RFC 792)

FTP – File Transfer Protocol

SMTP – Simple Mail Transfer Protocol


SSL – Secure Socket Layer


Telnet – Simple 8-bit serial communication over TCP.  Command line interface between network hosts.
6.2 UDP – User Datagram Protocol

UDP is a simple point to point protocol using datagram messages.  As a protocol, it sends and receives one datagram at a time with no connection establishment prior to data transfer.  UDPs support for a single transaction removes the ability to transfer more than the capacity of one datagram (65507 Bytes in length).  This is ideal for short low latency transfers, reducing the overhead of establishing a connection.; but limiting for data transfers that would require fragmentation.  A UDP transfer is differentiated from a TCP transfer in the IP header.  This allows quick low level analysis of packets to identify datagram processing.  A UDP datagram has the format shown in Figure 8.0 below.

	16-bit source port number
	16-bit destination port number

	16-bit UDP length
	16-bit UDP checksum

	Data


Figure 8.0 UDP Datagram Format

Data transfer addressing is handled by the IP layer so the UDP packet need only identify the source and destination ports.  Note that error detection in the format of a checksum is provided, however error correction is not supported in this protocol. 

Source Port –Sending port number

Destination Port – Receiving port number

UDP Length – Datagram length (Max of 65507 Bytes)

UDP Checksum – Checksum of entire packet UDP Header and Data

Data – Data to be transferred, optional due to control processes
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Figure 9.0 UDP Encapsulation within IP Datagram

The UDP datagram is placed within the IP datagram with very little overhead.  Though no error correction is present, the lack of Stack processing makes this a quick and efficient data transfer method.  

Examples of application using UDP include:

DHCP - Dynamic Host Configuration Protocol

DNS - Domain Name System
SNMP – Simple Network Managed Protocol


BOOTP – What’s my IP Address, who has my image


NTP – Network Time Protocol

6.3 IP – Internet Protocol

IP is a connection based protocol with no error correction capability.  It is referred to as a best effort protocol due to its “send it once and forget” process.  No acknowledge is used to ensure the information arrives at the other end.   At this low level, the MAC address is the primary means of identity over the network.  All communications are framed in a format called a datagram.  Each datagram includes header fields, source, destination address, and data to be transferred; also included are attributes to identify data format and handling.  

	4-bit version
	4-bit header length
	8-bit type of service
	16-bit total length

	16-bit identification
	3-bit flags
	13-bit fragment offset

	8-bit time to live
	8-bit protocol
	16-bit header checksum

	32-bit source IP address

	32-bit destination IP address

	Option, if any

	data


Figure 10 IP Datagram format

The version field identifies the datagram format version based on the IP standard it was developed around.  This allows backward compatibility as the protocol evolves.  

The next field identifies the length of the header field.  Variations in the header length allow space for optional data to be included, defining additional attributes not required for minimal data transfer.  

The type of service defines how the datagram is handled.  Each data transfer has unique requirements that can be satisfied through classifying each transfer in one of 4 categories (i.e. minimize delay, maximize throughput, maximize reliability, and minimize monetary cost).  These optimized transfer functions make sense when you consider what each application requires of the network.  Some applications require a minimum delay configuration for processes.  An example of this would be an interactive session such as password/login data transfers.  FTP is more interested in maximum data transfer rates while SNMP requires data reliability as one of its most important attributes.  
The total length field identifies the total length of the datagram in bytes.  The length field enables the physical length of the transfer to exceed that of the IP datagram.  An example is an Ethernet frame which may have a minimum size that exceeds that of the datagram.  In this case, bits are stuffed to meet the minimum Ethernet frame or any other physical medium frame size.  Knowing the datagram length, enables quick low level removal of these stuffed bits.  The inverse of this process occurs when the physical layer is not capable of transferring a large datagram.  In this case, the datagram is fragmented into sub packets.  These sub packets are re-assembled using the 3-bit flag field and the 13-bit fragment offset field.  
Ensuring routing of the packet doesn’t get caught in an infinite loop; the TTL (Time To Live) field is set by the sender and identifies the number of allowable router hops.  Each hop decrements the field until the field reaches zero.  The router that sees the field as zero simply drops the packet.  
The 8-bit protocol field allows the router to identify the particular action required for each datagram.  
An example of the use of this field would be identifying an ARP message.  ARP is a broadcast request for an IP address based a devices unique MAC address.  This ARP packet would be identified by the router as a command datagram and processed differently than that of a data carrying datagram.  
The 16-bit checksum is used to ensure the header arrived intact with no errors.  Note; the checksum only captures the header information, not data.  If errors are found in the header, the packet is simply discarded.  Source and destination address formats are a series of 4 octets, xx.xx.xx.xx forming a 32 bit IP address.  The router maintains a lookup table translating the MAC address of each device to a 4 octet IP address for packet routing.  The optional data field can include security, handling restrictions, or specific routing information.  The last and final field is the data to be transferred.

In summary, IP routing is simply sending the data from the source to destination address in the most efficient manner possible.  The embedded complexity of each datagram allows the routing and handling with minimal processor intervention.  This enables fast communication at the lowest level possible.  To better understand the value of this simple protocol, it is recommended the reader look through the differing STACK services (TCP and UDP).  These services add intelligence and provide a higher level of complexity, that in some cases compensate for the shortcoming of this simple point to point protocol.

Example applications that use IP as a stand alone protocol
IGMP – Internet Group Management Protocol
ICMP – Internet Control Message Protocol
ARP – Address Resolution Protocol
PPP – Point to Point Protocol
6.4 ARP - Address Resolution Protocol (RFC826)
Use of Address Resolution Protocol is necessary to begin host to host data transfer.  This is because transfers on the physical layer take place “source MAC ID” to “destination MAC ID”.  Ethernet uses the more media independent addressing protocol IP.  A conversion needs to take place between the known IP address and the associated MAC ID.  The source host sends an ARP REQUEST containing the source MAC ID and destination IP address.  In actuality the ARP packet has much more data.  For the sake of this discussion, only the MAC ID and IP addresses are covered.  The owner of the requested IP address sees this broadcast and responds with an ARP REPLY containing its MAC ID.  Datagram transactions can now take place using the physical layer “source MAC ID to destination MAC ID”.  Communication is always a physical address to physical address.  Though simple in form, this process is essential to all data transfers.

6.5 DNS - Domain Name System (RFC 1591)
As discussed earlier, in any network environment, a connection must be established before data can be exchanged.  This connection, from a user standpoint can be a simple URL entered into the browser address window.  The host name (we are familiar with entering) is not however the network identifier used to exchange data.  A DNS server performs a resolving process to convert the entered host name (www.netburner.com) to a network IP address (209.126.159.74).  By defining the location of the DNS server the host is able to request this conversion.  The conversion process would be unacceptably slow if it were conducted from a single world wide server; therefore a distributed data base is used enabling local servers to provide the conversion.  It is important for the user to set the DNS Server address to point at the local server providing the host to URL conversions.
6.6 SNMP – Simple Network Managed Protocol (RFC 1157)
The SNMP protocol is implemented on a TCP/IP network to manage the configuration of network devices (i.e. routers, workstations, servers).  It provides network administrators with a tool to optimize performance and plan for network growth.  Simple in nature, devices send information on the network to the server using SNMP.  A device with SNMP running as an agent, collects and reports management data through SNMP to the network management system.  These devices are referred to as network elements.  Each element collects information into a data base referred to as a Management Information Base (MIB).  Communication can be initiated by either the agent or the manager.  An example would be a manager asking an element for its status, or the element initiating a link to report an event.  Since this protocol is used as an option and would require more knowledge than this document can provide, the subject will be left at this general level.

6.7 PPP – Point to Point Protocol (RFC 1661)
Point to Point Protocol enables IP datagrams to be transferred over a serial link like a UART.  This enables Ethernet to be efficiently passed over a dial up connection.  This protocol has been most widely used for dial up IP connections to the World Wide Web.  PPP is a very simple protocol that, in addition to IP datagrams, supports Link and Network control signaling.  Link control is the lowest level protocol that establishes, tests, and configures the connection.  Network control signaling can be used by several layer of the network connection.  An example might be the use of Appletalk or DECnet.
6.8 Telnet – Transfer Protocol (RFC 854)
Telnet is a protocol that enables a simple exchange of ASCI characters over TCP.  This is useful in remote terminal operation or password authentication.  A telnet session enables a remote host to execute commands as if they were typed in on a keyboard.  Its applications are only limited to what a user needs on a command line level. 

6.9 ICMP – Internet Control Message Protocol (RFC 792)
ICMP is the protocol used to report status of IP datagrams for network use.  This is a reporting scheme that tells the source address an IP packet has not been delivered to its address.  An example would be when an IP packet has exceeded its maximum router hop count.  The count is decremented with each router hop.  Once this count has hit 0, the packet is dropped, and a message is sent back to the originator.

6.10 IGMP – Internet Group Management Protocol (IPv2 RFC 3228 IPv4, RFC 2236)
Hosts can register with their local router to receive multicast messages.  An example of IGMP use would be in a broadcast of streaming video.  The number of connections to a single source can exceed the thousands.  Maintaining that many continuous communication links can overrun a multicast routers abilities.  By using a group managed approach, a high bandwidth of traffic can be managed with little effect on performance.
6.11 HTTP – Hyper Text Transfer Protocol (RFC 2616)
HTTP is the primary communication protocol for web based HTML data.  Simple in nature, HTTP is typically run over a TCP/IP connection.  It is a command and response protocol, with communication initiated by the client browser and responded to by the web server.  The web server constantly listens to port 80 for incoming requests.

The communication process is broken into 4 components; open connection, request, response, and close connection.  The connection process is simply opening a session by the client and receiving an accept from the server.  Once the connection is open, the client sends a GET command requesting data from the server.  Once responded to with the data, the server breaks the connection.  The client can continue the session by initiating another connection and GET command

6.12 FTP – File Transfer Protocol (RFC 959)
Originally developed in 1985; FTP has endured the years because of its straightforward architecture created to perform a simple task, move data from point A to point B.  FTP provides the ability to transfer files between two host machines running different operating systems and file structures.  TCP/IP is used to ensure that a robust error free connection is made for transferring data.  FTP was developed to move data, not in a presentation format, but instead in bulk.  The intent of FTP is to transfer large amounts of data in single file or multiple file formats.  FTP is even built into today web browsing environments as an agent running when called for its efficient use of bandwidth.  New technologies have been developed to enhance the performance of file transfers but they have gained little footing in a market strongly committed to FTP.   
FTP uses two connections, one for control and the other for data transfer.  These two connections use different TYPE OF SERVICE field settings at the IP packet level.  The control connection is set with a minimum delay, while the data connection is set for maximum throughput.  Every FTP connection requires four parameters be set to exchange data (file type, format control, structure, and transmission mode).  The age of the protocol makes many of these settings antiquated.  Most of today’s networks only use a limited set of functions.  For that reason the entire command set and protocol will not be covered here.
File Type: ASCII (default) or Image
ASCII and Image (binary) are the most common implementations of FTP.  ASCII NVT is the default file type setting used in an FTP data transfer.  NVT is a 7 bit universal ASCII format.  All data going into the connection must be converted to NVT before transfer and converted back from NVT once it has arrived on the other side.  Image, or binary format are also very popular; sending data in a bit oriented format as a contiguous data steam.  This is very efficient for transfer of bit maps, jpeg, and any other data not in a text format.
Format Control: Nonprint (default)
Nonprint simply indicates there is no vertical format information in the data.  In the past, options existed for Telnet and Fortran.  These formats enabled less capable systems, like printers and dumb terminals, to interact with an FTP session.  
Structure: file structure (default)
File structure simply identifies the data transfer stream as being contiguous in nature with no additional formatting or control required.
Transmission mode: stream mode (default)
Stream mode identifies the data as a stream of bytes ended by the connection being closed by the sender.  Support also exists for file structure indicating the end of record and end of file through a sequence of predefined bytes.
There are over 30 commands used by FTP.  Again, due to the evolution of end point technologies only a limited number of commands commonly used.  They include:
ABOR – Abort previous command and data transfer
LIST filelist – list files or directories
PASS password – password on server
PORT n1, n2, n3,… - client IP address and port
QUIT – logoff server
RETR filename – get or retrieve a file
STO filename – put or store a file
SYST – server returns system type
TYPE type – file type ASCII or binary
USER filename – user name on server
A number of reply types are used by the server to indicate status and to respond to commands given by the host.  The actual connection sequence is fairly complicated and would require a depth not suited to the purpose of this document.  It is fair to say that FTP performs three tasks; sending data from client to server, sending data from server to client, and sending lists of file and directories from the server to the client.  It is fairly intuitive to see how the commands listed above fulfill the requirements of completing these three functions.
6.13 SMTP – Simple Mail Transfer Protocol (RFC 821)
SMTP is the protocol used over TCP/IP to route and deliver e-mail.  SMTP establishes the connection and ensures delivery of e-mail.  It also identifies the machine within organization that should receive the message using a Mail Transfer Agent, or MTA.  Though an e-mail address may contain the general company URL, this is not necessarily the IP address of the mail server within the organization.  An example of this would be the e-mail address - sales@netburner.com.  The URL www.netburner.com has an IP address of 209.126.159.74.  NetBurner has many servers in its server farm.  The server handling e-mail is not at IP address 209.126.159.74.  SMTP uses a relay MTA to route around the general URL to the mail servers URL.  The mail transfer agent also handles local queuing and routing of e-mail.
E-mail is made up of 3 pieces; the envelope, header, and the body.  The envelope is used by the MTA for routing and delivery of e-mail messages.  The header contains all the routing information about where the message came from, where it is going, and information about how it got where it is now.  As the message is routed to its destination, each MTA adds its information to the header.  In the end, the received message has enough information in the header to reply without creating a new message.


[image: image6]
Figure 11 Mail transfer process through the use of Mail Transfer Agents
6.14 POP3 – Post Office Protocol (RFC 1957)
E-mail delivery is performed by 2 components.  The first, SMTP is described in section 6.13. SMTP establishes a connection to pass e-mail through.  The second component is Post Office Protocol.  POP provides a resident program on the client PC that retrieves e-mail from a mail server.  POP follows a strict client server relationship.  Interaction is driven by the client through requests and commands to the server. This protocol outlines a three stage interaction process; establish a session, download mail, and close the session.  The terms used to describe this operation are, Authorization, Transaction, and Update.  These steps are described below.
Authorization – The first step in the process of engaging with the mail server.  The authorization phase ensures a client has the right to retrieve messages from a given mailbox.  The most common approach to authorization is through the use of a user name and password.  The client initiates communication with the server requesting access to a mailbox.  The server then looks up the mailbox associated with the given username.  Once the server finds the mailbox, it requests the password associated with that mailbox.  The user then enters their password.  The server verifies that it matches, and the client can then retrieve messages from the server.

Transaction – The transaction stage is the actual process of downloading and uploading e-mail messages.  During this process all message transactions with the MTA are blocked.  Anything that arrives at the MTA during a session will be retrieved during the next request for messages.  By default, messages are deleted from the server when the session is closed with the mail server.  Messages can be kept on the server by setting the client configuration properly. 
Update – This is the final stage of the e-mail retrieval process.  The Update stage deletes the messages marked for removal, the access lock is removed, and the connection with the server is closed.
6.15 Well-Known Port Reference

 Common Ports used by applications:

FTP 


21

Telnet


23

SMTP


25

Time


37

DNS


53
BOOTP Server
67
BOOTP Client

68
TFTP 


69

HTTP


80

POP3


110

NNTP


119

NTP


123

NetBIOS NS

137

NetBIOS DS

138

NetBIOS SSN

139

SNMP


161

7 Conclusion

Network communications continue to proliferate today’s electronic systems.  Integrating Ethernet into a product can be complex, requiring a great deal of forethought.  NetBurner simplifies this complex environment offering all the tools and hardware necessary to implement a network enabled product.  NetBurner provides a complete library of API functions to satisfy the most demanding application, allowing you, the designer, to focus on your application, not the network. 
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Local MTA





Host A determining if host B is on local subnet.


 


A Address	10101011 . 00010000 . 00000110 . 00000001 = 171.16.6.1


Mask		11111111 . 11111111 . 11111000 . 00000000 = 255.255.248.0


A Subnet	10101011 . 00010000 . 00000xxx . xxxxxxxx = 171.16.0.0





B Address 	10101011 . 00010000 . 00000011 . 00000111 = 171.16.3.7


Mask 		11111111 . 11111111 . 11111000 . 00000000 = 255.255.248.0


B Subnet	10101011 . 00010000 . 00000xxx . xxxxxxxx = 171.16..0.0





A Subnet = 171.16.0.0


B Subnet = 171.16.0.0


	Since both share the same subnet ID, these addresses are local and can begin direct host to host communication with no gateway required.





User Agent on PC





Host Address





A Address	10101011 . 00010000 . 00000110 . 00000001 = 171.16.6.1


Mask		11111111 . 11111111 . 11111100 . 00000000 = 255.255.252.0


A Subnet	10101011 . 00010000 . 00000110 . 00000001 = 171.16.4.0





B Address	10101011 . 00010000 . 00000011 . 00000111 = 171.16.3.7


Mask		11111111 . 11111111 . 11111100 . 00000000 = 255.255.252.0


B Subnet	10101011 . 00010000 . 000000xx . xxxxxxxx = 171.16.0.0





A Subnet = 171.16.4.0


B Subnet = 171.16.0.0





A and B have different Subnets.  With this mask if A sends a message to B address, A will send it to gateway for routing.
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